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structures. We show in the later part of this paper how path conditions can be used to define the relation
of each local data-structure shape to its surround. Such usage of path conditions provides a clue to how our
symbolic execution can be adapted to specific situations with reasonably little effort. One of the contributions
of this paper is to make explicit such a role of path conditions.

In summary, our symbolic execution supports state-level local reasoning in two ways, first by providing a
framework in which possible local states can be investigated one by one, and second by defining the relation
of each local state to its surround.

2.3. Symbolic Execution with Variable-unit Symbols and Hyperactive Enumeration

2.4. Symbolic Execution with Variable-unit Symbols and Passive Enumeration

2.5. Term-unit Symbolic Execution

There is another symbolic execution method that uses logical terms to express program’s symbolic states
and values. A logical term is expressive enough to be able to express all kinds of program values. In such
a method, therefore, terms are equivalent to values. Also, terms are equivalent to symbols in a sense that
those values are symbolic.

2.6. Limitations

Termination of symbolic execution is not guaranteed without the use of inductive assertions such as a loop
invariant. Inductive assertions about scalar values, that are most likely equalities and disequalities between
scalar variables and values, can be checked at the state level in a straightforward way as illustrated in
King’s joint work with Hantler [12]. It is also easy to construct a symbolic state conforming to such an
assertion. Assertions about data structures, however, can neither be checked nor constructed with the same
straightforwardness because specifiers are more likely to be interested in the shape of data structures and
structural properties such as acyclicity rather than one-dimensional equalities and disequalities.

It is beyond the scope of this paper, however, to explain how to reason about assertions. For this reason,
termination is not considered in this paper either. While acknowledging that assertions should be handled
in one way or another to complete a verification process, we confine ourselves in this work to building the
fundamental layer of the whole process.

We do not assume the specific initial state (or precondition state) for our symbolic execution simply
because it is not our concern in this paper, although it may help imagine symbolic execution procedure to
presume that the initial heap is empty (i.e., nothing is known about the heap), and the initial path condition
is true (i.e., nothing is constrained about the control path), and each variable is assigned a unique symbol.

3. Programming Language

We consider a simple imperative language that allows the manipulation of record data structures:

z ∈ Z x ∈ Var f ∈ Field p ∈ Proc E ∈ Exp C ∈ Cmd D ∈ Dec P ∈ Prog

E ::= z | true | false | nil | x | E.f | E = E | E �= E

C ::= x := E | E.f := E | new(x) | skip | stuck | C;C | if E then C else C | while E do C |
call p( �E;x)

P ::= begin D in C end

We omit to describe declaration D of our language; our main interest lies in the operational semantics of the
language, but not in static semantics, and we simply assume that an input program is type-checked. Thus,
a conditional expression always returns a boolean value, actual parameters of a procedure call always match
their corresponding formal parameter types, and expression E of E.f has a record type that contains f field.
We do not consider subtyping for the moment, though we will remove this restraint later.
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5.1. Program Value and State

Programs of our language manipulate during symbolic execution the following values including integers,
booleans, locations l of the memory, a constant nil, symbols α that represent certain non-symbolic values
that satisfy the constraints in a given path condition, and boolean terms tbool:

α ∈ Sym l ∈ Loc v ∈ Val = Z ∪ Loc ∪ {nil} ∪ Sym ∪Termbool,

where tbool looks as follows: tbool ::= true | false | v = v | v �= v.
Programs of our language updates during symbolic execution a state whose components are defined as

follows:

S ∈ State
def
= Stack(Store)×Heap×PC×Env

p × Stack(Env
v)×Error

To handle procedures, we use a stack of stores (i.e., Store) and a stack of variable environments (i.e., Env
v).

A set of states State is the least set that satisfies the above and the following. In the below, σ · · · denotes
a stack of stores whose top is σ, and ρv · · · is interpreted likewise. To refer to an arbitrary element in a
stack, we put a subscript as in σi ∈ σ · · · . We use notations such as σ · · · ∈ S and h ∈ S to refer to a single
component in state S. To refer to the domain and the image of a function f , we use notations dom f and
img f .

σ ∈ Store
def
= Var�

fin→ Val h ∈ Heap
def
= Loc�

fin→ (Field
fin
� Val)

ϕ ∈ PC ⊆ Val
n
� × {true, false} for n ≥ 0, where Val� = Z ∪ {true, false} ∪ {nil} ∪ IMG(S), and

IMG(S) =
�

σi∈σ···
(img σi) ∪

�

l∈dom h

(img h(l)) for σ · · · , h ∈ S

ρp ∈ Env
p def
= Proc�

fin→ Var
n ×Var×Cmd for n ≥ 0 ρv ∈ Env

v def
= Var�

fin→ Var× Store

� ∈ Error
def
= {true, false}

The first three, i.e., a stack of stores, a heap, and a path condition, are the essential parts. A store and a
heap are respectively defined, as usual, as a mapping from a set of variables in use in the current stack frame
to their corresponding values, and a mapping from a set of locations in use currently in the heap to their
corresponding record structures. A record structure is defined as a partial function to exclude fields that
are not part of the record type under consideration. As will become clear later, we build the heap during
symbolic execution in a way that satisfies the following h-closure property:

Property 5.1 (h closure). ∀l1 ∈ dom h, f ∈ Field : ∃l2 : h(l1)(f) = l2 ⇒ l2 ∈ dom h

Lastly, a path condition is a logical formula composed of values in a subset of Val, i.e., Val�, and logical
connectives. Val� contains only symbols and locations that appear either in the stores or in the heap of the
current state. If we view symbols and locations appearing in a path condition formula ϕ as free variables,3

then the free variables of ϕ is defined as FV (ϕ) = (Sym∪Loc)∩ IMG(S). Since IMG(S) collects images of
the stores and the heap of S, we call it an image set. Each symbol appearing in a path condition is implicitly
existentially quantified. It is noteworthy that each ϕ imposes constrains on values without involving a store
and a heap themselves inside a path condition.

The rest of components are environmental ones. Procedure environment ρp maps procedure names used
in a given program to a triple of its n formal parameters, an extra formal parameter to hold a possible return
value of a procedure, and its procedure body. Variable environment ρv is used to implement simple call-by-
name; ρv takes a variable, and informs about its corresponding actual variable and the store in which that
variable is located. The last component � distinguishes normal computation from abnormal computation.

Notation. A state S is a product of multiple components, and thus it can be expressed as a tuple as in
S = �σ · · · , h,ϕ, ρp, ρv · · · , ��. We often need to focus on small parts of a state, and will hide the rest of them
in ellipses. For example, PX[ψ](�. . . ,ϕ, . . .�) = (�. . . ,ϕ ∧ ψ, . . .�) shows how path condition ϕ changes by
a named morphism PX[ψ] while retaining the rest of state components. An ellipsis represents nonnegative
number of state components, and when we need to focus on a stack of stores, we use notation �. . . ,σ · · · , . . .�.

3 Symbols are substituted by locations, and locations can be considered to be substituted by integers representing physical
memory addresses.
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delays symbol resolution up to the end. Knowing all the history of field updates, a theorem prover is at an
excellent position to consider only necessary cases of data-structure shapes. Chances are that less cases will
be considered and analysis time will be shortened.

However, it is not as easy as in our symbolic execution to know what shape of data structure is under
investigation during the analysis. It seems to us that due to the figurative feature of the heap, the heap is
not as easily understood only with a set of logical constraints as scalar values.

Our symbolic execution seems to be in the balanced middle between the plainness of the lazy initialization
algorithm and the efficiency of term-level symbolic execution. In one hand, symbol resolution of our symbolic
execution is plain enough to understand how data-structure shape changes along an execution path. On the
other hand, our use of a path condition not only is a flexible means of fine-tuning a data-structure shape,
but also increases efficiency by blocking early on undesirable symbol resolution.

It is not our claim that our symbolic execution is better than term-level symbolic execution. We anticipate
that parts of heuristics and learning techniques of theorem provers developed for a long time can be migrated
to state-level symbolic execution for further performance improvement of state-level symbolic execution. We
also hope that the plainness and flexibility of our state-level symbolic execution provides new insights in
other methods of symbolic execution.

8.1. Program Value and State

t ∈ Term tbool ∈ Termbool th ∈ Termh tv ∈ Termv
def
= Term\Termh

t ::= x | l | z | tbool | nil | th | th[t]f tbool ::= true | false | t = t | t �= t th ::= [:= t]f | t[t := t]f

v ∈ Val
def
= Termv

σ ∈ Store
def
= Var�

fin→ Val h ∈ Heap
def
= Termh ϕ ∈ PC ⊆ Val

n × {true, false} for n ≥ 0

9. Resolving a Variable-unit Symbol

A symbol is resolved during symbolic execution to a non-symbolic value if such symbol resolution is necessary
for further execution. A symbol resolution can be viewed as an interpretation of a symbol under the current
state. There can be more than one way to interpret a symbol, which is particularly true when resolving a
symbol of a record type to one of locations in the current heap, and the semantics needs to accommodate
all the possible interpretations. For this purpose, we will use the following type of interpretation functions
in the course of describing the symbolic execution semantics of our language:

intr ∈ I
def
= Sym�

fin→ (Heap → (PC → P(Loc)))

An interpretation function intr takes a symbol in use to describe the current program state (i.e., a member
of Sym�) along with the current heap and the current path condition, and returns a set of locations of the
current heap that are valid with respect to the current path condition.

We have shown in the previous section basic SOS of our programming language that supports state-level
symbolic execution. The basic SOS is not sound, however, when faced with the allocation command whose
operational semantics will be provided in this section. In the first subsection, we describe the problem and
show how to refine the basic SOS to remedy the problem. The key idea of the refinement lies in augmenting
path conditions and the interpretation function intr with the addition of formulas of uninterpreted functions
that encode the surrounding situations of a local state that should be considered. Essentially, we can fine-tune
the possible shapes of data structures by such a refinement method. To enforce the argument, we extend in
the second subsection our programming language with simple data types, and show how the basic SOS can
be adapted to such a language extension in a consistent way by using our refinement method.
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5.1. Program Value and State

Programs of our language manipulate during symbolic execution the following values including integers,
booleans, locations l of the memory, a constant nil, symbols α that represent certain non-symbolic values
that satisfy the constraints in a given path condition, and boolean terms tbool:

α ∈ Sym l ∈ Loc v ∈ Val
def
= Z ∪ Loc ∪ {nil} ∪ Sym ∪Termbool,

where tbool looks as follows: tbool ::= true | false | v = v | v �= v.
Programs of our language updates during symbolic execution a state whose components are defined as

follows:

S ∈ State
def
= Stack(Store)×Heap×PC×Env

p × Stack(Env
v)×Error

To handle procedures, we use a stack of stores (i.e., Store) and a stack of variable environments (i.e., Env
v).

A set of states State is the least set that satisfies the above and the following. In the below, σ · · · denotes
a stack of stores whose top is σ, and ρv · · · is interpreted likewise. To refer to an arbitrary element in a
stack, we put a subscript as in σi ∈ σ · · · . We use notations such as σ · · · ∈ S and h ∈ S to refer to a single
component in state S. To refer to the domain and the image of a function f , we use notations dom f and
img f .

σ ∈ Store
def
= Var�

fin→ Val h ∈ Heap
def
= Loc�

fin→ (Field
fin
� Val)

ϕ ∈ PC ⊆ Val
n
� × {true, false} for n ≥ 0, where Val� = Z ∪ {true, false} ∪ {nil} ∪ IMG(S), and

IMG(S) =
�

σi∈σ···
(img σi) ∪

�

l∈dom h

(img h(l)) for σ · · · , h ∈ S

ρp ∈ Env
p def
= Proc�

fin→ Var
n ×Var×Cmd for n ≥ 0 ρv ∈ Env

v def
= Var�

fin→ Var× Store

� ∈ Error
def
= {true, false}

The first three, i.e., a stack of stores, a heap, and a path condition, are the essential parts. A store and a
heap are respectively defined, as usual, as a mapping from a set of variables in use in the current stack frame
to their corresponding values, and a mapping from a set of locations in use currently in the heap to their
corresponding record structures. A record structure is defined as a partial function to exclude fields that
are not part of the record type under consideration. As will become clear later, we build the heap during
symbolic execution in a way that satisfies the following h-closure property:

Property 5.1 (h closure). ∀l1 ∈ dom h, f ∈ Field : ∃l2 : h(l1)(f) = l2 ⇒ l2 ∈ dom h

Lastly, a path condition is a logical formula composed of values in a subset of Val, i.e., Val�, and logical
connectives. Val� contains only symbols and locations that appear either in the stores or in the heap of the
current state. If we view symbols and locations appearing in a path condition formula ϕ as free variables,3

then the free variables of ϕ is defined as FV (ϕ) = (Sym∪Loc)∩ IMG(S). Since IMG(S) collects images of
the stores and the heap of S, we call it an image set. Each symbol appearing in a path condition is implicitly
existentially quantified. It is noteworthy that each ϕ imposes constrains on values without involving a store
and a heap themselves inside a path condition.

The rest of components are environmental ones. Procedure environment ρp maps procedure names used
in a given program to a triple of its n formal parameters, an extra formal parameter to hold a possible return
value of a procedure, and its procedure body. Variable environment ρv is used to implement simple call-by-
name; ρv takes a variable, and informs about its corresponding actual variable and the store in which that
variable is located. The last component � distinguishes normal computation from abnormal computation.

Notation. A state S is a product of multiple components, and thus it can be expressed as a tuple as in
S = �σ · · · , h,ϕ, ρp, ρv · · · , ��. We often need to focus on small parts of a state, and will hide the rest of them
in ellipses. For example, PX[ψ](�. . . ,ϕ, . . .�) = (�. . . ,ϕ ∧ ψ, . . .�) shows how path condition ϕ changes by

3 Symbols are substituted by locations, and locations can be considered to be substituted by integers representing physical
memory addresses.
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ρv · · · ∈ S ρv(x) = σ σ(x) = t

x
(S,S)−−−→ t

E
(S1,S2)−−−−−→ t ϕ ∈ S2 ϕ �sat t �≡ nil

E.f
(S1,S3)−−−−−→ t.f

S3 = PX[t �≡ nil](S2)

E
(S1,S2)−−−−−→ t ϕ ∈ S2 ϕ �sat t ≡ nil

E.f
(S1,S3)−−−−−→ nil.f

S3 = Err ◦ PX[t ≡ nil](S2)
h ∈ S m = toTerm(h)

t.f
(S,S)−−−→ m[t]f

E
(S1,S2)−−−−−→ t

x := E
(S1,S2)−−−−−→ x := t

ρv · · · ∈ S1 ρv(x1) = �x2,σ�

x1 := t
(S1,S2)−−−−−→ skip

S2 = Uσ
(x2,t)(S1)

E1
(S1,S2)−−−−−→ t1 ϕ ∈ S2 ϕ �sat t1 �≡ nil E2

(S3,S4)−−−−−→ t2

E1.f := E2
(S1,S4)−−−−−→ t1.f := t2

S3 = PX[t1 �≡ nil](S2)

E1
(S1,S2)−−−−−→ t ϕ ∈ S2 ϕ �sat t ≡ nil

E1.f := E2
(S1,S3)−−−−−→ nil.f := E2

S3 = Err ◦ PX[t ≡ nil](S2)

t1.f := t2
(S1,S2)−−−−−→ skip

S2 = Uh
(t1,f,t2)(S1)

ϕ, h ∈ S1 ϕ, h �sat α ≡ v

α = v
(S1,S2)−−−−−→ true

S2 = Sub(v,α)(S1)

ϕ, h ∈ S1 ϕ, h �sat α �≡ v

α = v
(S1,S2)−−−−−→ false

S2 = PX[α �≡ v](S1)

Fig. 7. Rules for term-unit symbolic execution

8. Term-unit Symbolic Execution

Another common way to handle locations symbolically is to use a logical term as a symbolic value. Figure 7
shows the syntax of logical terms and the rules for term-unit symbolic execution. We call such a symbol a
term-unit symbol.

Remark. The above rules are paraphrases of the original rules, and they are not to be meant to be the
same as the original.

As mentioned in Section 1, there are other symbolic execution algorithms performed at higher levels than
at the state level. The symbolic execution used in software model checker XRT [11] represents the heap with
logical terms called field maps. A field map defined for each field maintains the history of updates on the
field it concerns. For example, a field map [:= nil]f [l := α]f [α := l�]f describes that (1) the default value
of field f is nil, and (2) field f of location l is assigned a symbolic location α, and then (3) field f of α is
assigned a location l�.3 Notice that symbol α representing a record is not resolved to a location unlike in
our symbolic execution. In their symbolic execution, an execution path branches only to consider different
control flow paths as in King’s symbolic execution. Case analysis on data-structure shapes is delegated to
a theorem prover at the end of each symbolic execution path. A similar term-level approach is also used in
the KeY tool [1].

Comparing to our symbolic execution, there are pros and cons of each. Term-level symbolic execution
delays symbol resolution up to the end. Knowing all the history of field updates, a theorem prover is at an

3 In XRT terms, a location corresponds to an object, a symbol to a variable.
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,

where PX[ψ](�. . . ,ϕ, . . .�) = �. . . ,ϕ ∧ ψ, . . .�
Fig. 8. Rules necessary to evaluate a field expression in the term-unit symbolic execution.

investigation during the analysis. It seems to us that due to the figurative feature of the heap, the heap is

not as easily understood only with a set of logical constraints as scalar values.

Our symbolic execution seems to be in the balanced middle between the plainness of the lazy initialization

algorithm and the efficiency of term-level symbolic execution. In one hand, symbol resolution of our symbolic

execution is plain enough to understand how data-structure shape changes along an execution path. On the

other hand, our use of a path condition not only is a flexible means of fine-tuning a data-structure shape,

but also increases efficiency by blocking early on undesirable symbol resolution.

It is not our claim that our symbolic execution is better than term-level symbolic execution. We anticipate

that parts of heuristics and learning techniques of theorem provers developed for a long time can be migrated

to state-level symbolic execution for further performance improvement of state-level symbolic execution. We

also hope that the plainness and flexibility of our state-level symbolic execution provides new insights in

other methods of symbolic execution.

8.1. Program Value and State

t ∈ Term tbool ∈ Termbool th ∈ Termh tv ∈ Termv
def
= Term\Termh

t ::= x | l | z | tbool | nil | th | th[t]f tbool ::= true | false | t = t | t �= t th ::= [:= t]f | th[t := t]f

v ∈ Val
def
= Termv

σ ∈ Store
def
= Var�

fin→ Val h ∈ Heap
def
= Termh ϕ ∈ PC ⊆ Val

n × {true, false} for n ≥ 0

8.2. Field Access Expressions

9. Resolving a Variable-unit Symbol

A symbol is resolved during symbolic execution to a non-symbolic value if such symbol resolution is necessary

for further execution. A symbol resolution can be viewed as an interpretation of a symbol under the current

state. There can be more than one way to interpret a symbol, which is particularly true when resolving a

symbol of a record type to one of locations in the current heap, and the semantics needs to accommodate

all the possible interpretations. For this purpose, we will use the following type of interpretation functions

in the course of describing the symbolic execution semantics of our language:

intr ∈ I
def
= Sym�

fin→ (Heap → (PC → P(Loc)))

An interpretation function intr takes a symbol in use to describe the current program state (i.e., a member

of Sym�) along with the current heap and the current path condition, and returns a set of locations of the

current heap that are valid with respect to the current path condition.

We have shown in the previous section basic SOS of our programming language that supports state-level

symbolic execution. The basic SOS is not sound, however, when faced with the allocation command whose
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Another common way to handle locations symbolically is to use a logical term as a symbolic value. Figure 7
shows the syntax of logical terms and the rules for term-unit symbolic execution. We call such a symbol a
term-unit symbol.

Remark. The above rules are paraphrases of the original rules, and they are not to be meant to be the
same as the original.

As mentioned in Section 1, there are other symbolic execution algorithms performed at higher levels than
at the state level. The symbolic execution used in software model checker XRT [11] represents the heap with
logical terms called field maps. A field map defined for each field maintains the history of updates on the
field it concerns. For example, a field map [:= nil]f [l := α]f [α := l�]f describes that (1) the default value
of field f is nil, and (2) field f of location l is assigned a symbolic location α, and then (3) field f of α is
assigned a location l�.3 Notice that symbol α representing a record is not resolved to a location unlike in
our symbolic execution. In their symbolic execution, an execution path branches only to consider different
control flow paths as in King’s symbolic execution. Case analysis on data-structure shapes is delegated to
a theorem prover at the end of each symbolic execution path. A similar term-level approach is also used in
the KeY tool [1].

Comparing to our symbolic execution, there are pros and cons of each. Term-level symbolic execution
delays symbol resolution up to the end. Knowing all the history of field updates, a theorem prover is at an

3 In XRT terms, a location corresponds to an object, a symbol to a variable.
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As depicted earlier in Section 2.2, the lazy variable-unit symbolic execution builds the heap on the fly, and

should be able to interpret a location symbol as a fresh location that did not exist in the heap previously. By

interpreting a symbol with h
+ instead with h, such interpretation becomes possible; notice that h+ contains a

fresh location in its domain. Also note that each field of such a fresh location has as its value a fresh symbol

because nothing is known about the field value yet.

After symbol α is resolved to location l, the lazy variable-unit symbolic execution propagates this newly

acquired knowledge about the identity of a symbol to the current program state. To do that, we subsitute l

for any occurrence of α in the program state. Such subsitution process is encapsulated as named morphism

Sub(l,α) in the rule that stands for Subsitution of l for α. We define Sub(v,α) as follows (a substitution of a

symbol can be any value as well as a location):

Sub(v,α)(�. . . ,σ · · · , h,ϕ, . . .�) = �. . . ,σ · · · [v/α], h[v/α],ϕ[v/α], . . .�, where

σ1σ2 · · · [v/α]
def
= σ1[v/α]σ2[v/α] · · · , and

σ[v/α](x)
def
=

�
v if σ(x) = α
σ(x) otherwise

h[v/α](l)(f)
def
=

�
v if h(l)(f) = α
h(l)(f) otherwise,

and ϕ[v/α] is defined in the standard way; every free occurrence of α is replaced by v.

As to the heap, we need to reflect in the rule the fact that the heap may have been expanded with a fresh

location l. To express such heap expansion possibility, we use the heap expansion morphism HXl (standing

for Heap eXpansion with l) as defined below:

HXl(�. . . , h, . . .�) = �. . . , h[l �→ h
+
(l)], . . .�, where h[l1 �→ λ](l2)

def
=

�
λ if l2 = l1

h(l2) otherwise

Notice that the application of HXl makes no effect on a program state if l is a pre-existing location. Thus,

the heap expands only when l refers to a fresh location.

Lastly, the path condition may have to be extended with constraints if the heap expands with a fresh

location to constrain the fields of such a location. Those constraints are closely related to how interpretaiton

function intr is defined, and thus we postpone explaining them until Section 9.

It is noteworthy before moving on to the other rules to point out that the three named morphisms

explained above, i.e., Sub(l,α), HXl, and PX[. . .] are commutative to each other. The commutativity between

Sub(l,α) and HXl is obvious. The commutativity between PX[. . .] and the other morphisms will also be

apparent once the definition of PX[. . .] is provided in a later section.

Once a symbol is resolved to a location l, we can immediately know the value associated with field f

by looking up the heap h. The corresponding rule is listed in Figure 2 along with the other rules necessary

to symbolically evaluate a field expression. Most of the rules are either already expained or self-explanatory

except for two rules involving abrupt termination caused by nil.f .

Abrupt termination. It is an error to access a field from nil.
Start to work from here.

Example 5.1. Consider evaluating expression x.f when, for σ1, h1,ϕ1 ∈ S1, σ1 = {(x,α)}, dom h1 = ∅,
and ϕ1 ≡ α �≡ nil. Then, the only possible configuration reduction is as below:

x.f
(S1,S1)−−−−−→ α1.f

(S1,S2)−−−−−→ l.f
(S2,S2)−−−−−→ α2,

where the following holds true for σ2, h2.ϕ2 ∈ S2:

σ2 = {(x, l)}, h2 = {(l,λf.α fresh)},α2 = h2(l)(f),ϕ2 ≡ l �= nil

�

Err(�. . . , �1, . . .�) = �. . . , �2, . . .� where �2 = true
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E1
(S1,S2)−−−−−→ v1 . . . En

(Sn,Sn+1)−−−−−−→ vn

call p( �E;x)
(S1,Sn+2)−−−−−−→ call p(�v;x)

Sn+2 = Push(Sn+1)

σ2σ1 · · · ∈ S1 ρp(p) = ��x;x2, C�

call p(�v;x1)
(S1,S2)−−−−−→ {C}

S2 = Uσ2

(�x,�v) ◦ U
ρ
(�x,��x,σ2�) ◦ U

ρ
(x2,�x1,σ1�)(S1)

C1
(S1,S2)−−−−−→ C2 � ∈ S2 � = false

{C1}
(S1,S2)−−−−−→ {C2}

C
(S1,S2)−−−−−→ skip � ∈ S2 � = false

{C} (S1,S3)−−−−−→ skip

S3 = Pop(S2)

C1
(S1,S2)−−−−−→ C2 � ∈ S2 � = true

{C1}
(S1,S3)−−−−−→ stuck

S3 = Pop(S2)

where

Push(�. . . ,σ1 · · · , . . .�) = �. . . ,σ2σ1 · · · , . . .� where σ2(x) = ⊥ for all x ∈ Var

Pop(�. . . ,σ2σ1 · · · , . . .�) = �. . . ,σ1 · · · , . . .�
Uρ
(x2,�x1,σ�)(�. . . , ρ

v
2ρ

v
1 · · · , . . .�) = . . . . . . . . . . . . . . .

Fig. 4. Rules for procedures.

E
(S1,S2)−−−−−→ tbool ϕ2 ∈ S2 ϕ2 �sat tbool

if E then C1 else C2
(S1,S3)−−−−−→ if true then C1 else C2

S3 = PX[tbool](S2)

E
(S1,S2)−−−−−→ tbool ϕ2 ∈ S2 ϕ2 �sat ¬tbool

if E then C1 else C2
(S1,S3)−−−−−→ if false then C1 else C2

S3 = PX[¬tbool](S2)

if true then C1 else C2
(S,S)−−−→ C1 if false then C1 else C2

(S,S)−−−→ C2

while E do C
(S,S)−−−→ if E then C;while E do C else skip

5.6. Procedure

assume that a call-by-name variable appears only lhs.

5.7. The Other Commands

The semantic rules for the skip command and sequences are defined as usual:

skip;C
(S,S)−−−→ C stuck;C

(S,S)−−−→ stuck

C1
(S1,S2)−−−−−→ C2

C1;C3
(S1,S2)−−−−−→ C2;C3

The allocation command has a disturbing effect on the semantic rules described by now. In the next
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E
(S1,S2)−−−−−→ tbool ϕ2 ∈ S2 ϕ2 �sat tbool

if E then C1 else C2
(S1,S3)−−−−−→ if true then C1 else C2

S3 = PX[tbool](S2)

E
(S1,S2)−−−−−→ tbool ϕ2 ∈ S2 ϕ2 �sat ¬tbool

if E then C1 else C2
(S1,S3)−−−−−→ if false then C1 else C2

S3 = PX[¬tbool](S2)

if true then C1 else C2
(S,S)−−−→ C1 if false then C1 else C2

(S,S)−−−→ C2

while E do C
(S,S)−−−→ if E then C;while E do C else skip

5.6. Procedure

assume that a call-by-name variable appears only lhs.

5.7. The Other Commands

The semantic rules for the skip command and sequences are defined as usual:

skip;C
(S,S)−−−→ C stuck;C

(S,S)−−−→ stuck

C1
(S1,S2)−−−−−→ C2

C1;C3
(S1,S2)−−−−−→ C2;C3

The allocation command has a disturbing effect on the semantic rules described by now. In the next
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E.f
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S3 = PX[t �≡ nil](S2)
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x1 := t
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E1.f := E2
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E1
(S1,S2)−−−−−→ t ϕ ∈ S2 ϕ �sat t ≡ nil

E1.f := E2
(S1,S3)−−−−−→ nil.f := E2

S3 = Err ◦ PX[t ≡ nil](S2)

t1.f := t2
(S1,S2)−−−−−→ skip

S2 = Uh
(t1,f,t2)(S1)

ϕ, h ∈ S1 ϕ, h �sat α ≡ v

α = v
(S1,S2)−−−−−→ true

S2 = Sub(v,α)(S1)

ϕ, h ∈ S1 ϕ, h �sat α �≡ v

α = v
(S1,S2)−−−−−→ false

S2 = PX[α �≡ v](S1)

Fig. 7. Rules for term-unit symbolic execution

8. Term-unit Symbolic Execution

Another common way to handle locations symbolically is to use a logical term as a symbolic value. Figure 7
shows the syntax of logical terms and the rules for term-unit symbolic execution. We call such a symbol a
term-unit symbol.

Remark. The above rules are paraphrases of the original rules, and they are not to be meant to be the
same as the original.

As mentioned in Section 1, there are other symbolic execution algorithms performed at higher levels than
at the state level. The symbolic execution used in software model checker XRT [11] represents the heap with
logical terms called field maps. A field map defined for each field maintains the history of updates on the
field it concerns. For example, a field map [:= nil]f [l := α]f [α := l�]f describes that (1) the default value
of field f is nil, and (2) field f of location l is assigned a symbolic location α, and then (3) field f of α is
assigned a location l�.3 Notice that symbol α representing a record is not resolved to a location unlike in
our symbolic execution. In their symbolic execution, an execution path branches only to consider different
control flow paths as in King’s symbolic execution. Case analysis on data-structure shapes is delegated to
a theorem prover at the end of each symbolic execution path. A similar term-level approach is also used in
the KeY tool [1].

Comparing to our symbolic execution, there are pros and cons of each. Term-level symbolic execution
delays symbol resolution up to the end. Knowing all the history of field updates, a theorem prover is at an

3 In XRT terms, a location corresponds to an object, a symbol to a variable.
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8. Term-unit Symbolic Execution

Another common way to handle locations symbolically is to use a logical term as a symbolic value. Figure 7
shows the syntax of logical terms and the rules for term-unit symbolic execution. We call such a symbol a
term-unit symbol.

Remark. The above rules are paraphrases of the original rules, and they are not to be meant to be the
same as the original.

As mentioned in Section 1, there are other symbolic execution algorithms performed at higher levels than
at the state level. The symbolic execution used in software model checker XRT [11] represents the heap with
logical terms called field maps. A field map defined for each field maintains the history of updates on the
field it concerns. For example, a field map [:= nil]f [l := α]f [α := l�]f describes that (1) the default value
of field f is nil, and (2) field f of location l is assigned a symbolic location α, and then (3) field f of α is
assigned a location l�.4 Notice that symbol α representing a record is not resolved to a location unlike in
our symbolic execution. In their symbolic execution, an execution path branches only to consider different
control flow paths as in King’s symbolic execution. Case analysis on data-structure shapes is delegated to
a theorem prover at the end of each symbolic execution path. A similar term-level approach is also used in
the KeY tool [1].

Comparing to our symbolic execution, there are pros and cons of each. Term-level symbolic execution
delays symbol resolution up to the end. Knowing all the history of field updates, a theorem prover is at an

4 In XRT terms, a location corresponds to an object, a symbol to a variable.



대입 명령

17

ρv · · · ∈ S ρv(x) = σ σ(x) = t

x
(S,S)−−−→ t

E
(S1,S2)−−−−−→ t ϕ ∈ S2 ϕ �sat t �≡ nil

E.f
(S1,S3)−−−−−→ t.f

S3 = PX[t �≡ nil](S2)

E
(S1,S2)−−−−−→ t ϕ ∈ S2 ϕ �sat t ≡ nil

E.f
(S1,S3)−−−−−→ nil.f

S3 = Err ◦ PX[t ≡ nil](S2)
h ∈ S h = th

t.f
(S,S)−−−→ th[t]f

E
(S1,S2)−−−−−→ t

x := E
(S1,S2)−−−−−→ x := t

ρv · · · ∈ S1 ρv(x1) = �x2,σ�

x1 := t
(S1,S2)−−−−−→ skip

S2 = Uσ
(x2,t)(S1)

E1
(S1,S2)−−−−−→ t1 ϕ ∈ S2 ϕ �sat t1 �≡ nil E2

(S3,S4)−−−−−→ t2

E1.f := E2
(S1,S4)−−−−−→ t1.f := t2

S3 = PX[t1 �≡ nil](S2)

E1
(S1,S2)−−−−−→ t ϕ ∈ S2 ϕ �sat t ≡ nil

E1.f := E2
(S1,S3)−−−−−→ nil.f := E2

S3 = Err ◦ PX[t ≡ nil](S2)

t1.f := t2
(S1,S2)−−−−−→ skip

S2 = Uh
(t1,f,t2)(S1), where Uh

(t1,f,t2)(�. . . , h, . . .�) = �. . . , h[t1 := t2]f , . . .�

ϕ, h ∈ S1 ϕ, h �sat α ≡ v

α = v
(S1,S2)−−−−−→ true

S2 = Sub(v,α)(S1)

ϕ, h ∈ S1 ϕ, h �sat α �≡ v

α = v
(S1,S2)−−−−−→ false

S2 = PX[α �≡ v](S1)

Fig. 7. Rules for term-unit symbolic execution
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Another common way to handle locations symbolically is to use a logical term as a symbolic value. Figure 7
shows the syntax of logical terms and the rules for term-unit symbolic execution. We call such a symbol a
term-unit symbol.

Remark. The above rules are paraphrases of the original rules, and they are not to be meant to be the
same as the original.

As mentioned in Section 1, there are other symbolic execution algorithms performed at higher levels than
at the state level. The symbolic execution used in software model checker XRT [11] represents the heap with
logical terms called field maps. A field map defined for each field maintains the history of updates on the
field it concerns. For example, a field map [:= nil]f [l := α]f [α := l�]f describes that (1) the default value
of field f is nil, and (2) field f of location l is assigned a symbolic location α, and then (3) field f of α is
assigned a location l�.4 Notice that symbol α representing a record is not resolved to a location unlike in
our symbolic execution. In their symbolic execution, an execution path branches only to consider different
control flow paths as in King’s symbolic execution. Case analysis on data-structure shapes is delegated to
a theorem prover at the end of each symbolic execution path. A similar term-level approach is also used in
the KeY tool [1].

Comparing to our symbolic execution, there are pros and cons of each. Term-level symbolic execution

4 In XRT terms, a location corresponds to an object, a symbol to a variable.
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5.1. Program Value and State

Programs of our language manipulate during symbolic execution the following values including integers,
booleans, locations l of the memory, a constant nil, symbols α that represent certain non-symbolic values
that satisfy the constraints in a given path condition, and boolean terms tbool:

α ∈ Sym l ∈ Loc v ∈ Val = Z ∪ Loc ∪ {nil} ∪ Sym ∪Termbool,

where tbool looks as follows: tbool ::= true | false | v = v | v �= v.
Programs of our language updates during symbolic execution a state whose components are defined as

follows:

S ∈ State
def
= Stack(Store)×Heap×PC×Env

p × Stack(Env
v)×Error

To handle procedures, we use a stack of stores (i.e., Store) and a stack of variable environments (i.e., Env
v).

A set of states State is the least set that satisfies the above and the following. In the below, σ · · · denotes
a stack of stores whose top is σ, and ρv · · · is interpreted likewise. To refer to an arbitrary element in a
stack, we put a subscript as in σi ∈ σ · · · . We use notations such as σ · · · ∈ S and h ∈ S to refer to a single
component in state S. To refer to the domain and the image of a function f , we use notations dom f and
img f .

σ ∈ Store
def
= Var�

fin→ Val h ∈ Heap
def
= Loc�

fin→ (Field
fin
� Val)

ϕ ∈ PC ⊆ Val
n
� × {true, false} for n ≥ 0, where Val� = Z ∪ {true, false} ∪ {nil} ∪ IMG(S), and

IMG(S) =
�

σi∈σ···
(img σi) ∪

�

l∈dom h

(img h(l)) for σ · · · , h ∈ S

ρp ∈ Env
p def
= Proc�

fin→ Var
n ×Var×Cmd for n ≥ 0 ρv ∈ Env

v def
= Var�

fin→ Var× Store

� ∈ Error
def
= {true, false}

The first three, i.e., a stack of stores, a heap, and a path condition, are the essential parts. A store and a
heap are respectively defined, as usual, as a mapping from a set of variables in use in the current stack frame
to their corresponding values, and a mapping from a set of locations in use currently in the heap to their
corresponding record structures. A record structure is defined as a partial function to exclude fields that
are not part of the record type under consideration. As will become clear later, we build the heap during
symbolic execution in a way that satisfies the following h-closure property:

Property 5.1 (h closure). ∀l1 ∈ dom h, f ∈ Field : ∃l2 : h(l1)(f) = l2 ⇒ l2 ∈ dom h

Lastly, a path condition is a logical formula composed of values in a subset of Val, i.e., Val�, and logical
connectives. Val� contains only symbols and locations that appear either in the stores or in the heap of the
current state. If we view symbols and locations appearing in a path condition formula ϕ as free variables,3

then the free variables of ϕ is defined as FV (ϕ) = (Sym∪Loc)∩ IMG(S). Since IMG(S) collects images of
the stores and the heap of S, we call it an image set. Each symbol appearing in a path condition is implicitly
existentially quantified. It is noteworthy that each ϕ imposes constrains on values without involving a store
and a heap themselves inside a path condition.

The rest of components are environmental ones. Procedure environment ρp maps procedure names used
in a given program to a triple of its n formal parameters, an extra formal parameter to hold a possible return
value of a procedure, and its procedure body. Variable environment ρv is used to implement simple call-by-
name; ρv takes a variable, and informs about its corresponding actual variable and the store in which that
variable is located. The last component � distinguishes normal computation from abnormal computation.

Notation. A state S is a product of multiple components, and thus it can be expressed as a tuple as in
S = �σ · · · , h,ϕ, ρp, ρv · · · , ��. We often need to focus on small parts of a state, and will hide the rest of them
in ellipses. For example, PX[ψ](�. . . ,ϕ, . . .�) = (�. . . ,ϕ ∧ ψ, . . .�) shows how path condition ϕ changes by
a named morphism PX[ψ] while retaining the rest of state components. An ellipsis represents nonnegative
number of state components, and when we need to focus on a stack of stores, we use notation �. . . ,σ · · · , . . .�.

3 Symbols are substituted by locations, and locations can be considered to be substituted by integers representing physical
memory addresses.
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E
(S1,S2)−−−−−→ α ϕ ∈ S2 ϕ �sat α �≡ nil

E.f
(S1,)−−−→ α.f

S3 = PX[α �≡ nil](S2)

E
(S1,S2)−−−−−→ α ϕ ∈ S2 ϕ �sat α ≡ nil

E.f
(S1,S3)−−−−−→ nil.f

S3 = Err ◦ Sub(nil,α)(S2)

E
(S1,S2)−−−−−→ l

E.f
(S1,S2)−−−−−→ l.f

E
(S1,S2)−−−−−→ nil

E.f
(S1,S3)−−−−−→ nil.f

S3 = Err(S2)

h,ϕ ∈ S1 l ∈ intr�α�h+ ϕ

α.f
(,S2)−−−→ l.f

S2 = PX[. . .] ◦HXl ◦ Sub(l,α)(S1)
h ∈ S h(l)(f) = v

l.f
(S,S)−−−→ v

Fig. 2. Rules necessary to evaluate a field expression in the lazy variable-unit symbolic execution.

5.3. Equality Expressions

When evaluating E1 = E2, the two subexpressions, E1 and E2, should be evaluated first:

E1
(S1,S2)−−−−−→ v1 E2

(S2,S3)−−−−−→ v2

E1 = E2
(S1,)−−−→ v1 = v2

E1
(S1,S2)−−−−−→ v1 E2

(S2,S3)−−−−−→ v2

E1 �= E2
(S1,)−−−→ v1 �= v2

Although the above rule evaluates the left-hand side first, the order of subexpression evaluation does not

make a difference to the overall configuration reductions despite that each subexpression evaluation may

change the symbolic state. Such commutativity of subexpression evaluation is captured in the following

property:

Property 5.1. If there exists a configuration reductions such that �E1,σ, h,ϕ� →e �a1,σ�
, h

�
,ϕ�� and

�E2,σ�
, h

�
,ϕ�� →e �a2,σ��

, h
��
,ϕ���, then the following should hold true:

∃σ̃, h̃, ϕ̃ : �E2,σ, h,ϕ� → �a2, σ̃, h̃, ϕ̃� ∧ �E1, σ̃, h̃, ϕ̃� → �a1,σ��
, h

��
,ϕ���

The above theorem holds true intuitively because state changes induced by expression evaluation are actually

to discover the parts of the existing state. The property in the below follows naturally from the above

properties:

Property 5.2. When evaluating E1 = E2, the evaluation order of E1 and E2 makes no difference to the

set of configurations finally reducible by evaluating the expression.

Note that due to the non-determinism of symbolic execution, there can be more than one configuration

reduction.

Once both sides of an equality expression are evaluated to either symbols, locations, values, or a com-

bination of them, we can apply the rules in Figure ??. The first two rules deal with the cases where the

two subexpressions are evaluated to symbols, and the following three rules are for cases where the left-hand

side subexpression is evaluated to a symbol and the right-hand side subexpression to either a location or a

value. We do not list the symmetrical cases for an obvious reason. The rules for the comparison between

locations and the comparison between values follow the common sense rule for integer comparison. Recall

that locations and values are in the integer domain Z. The rules for a disequality expression E1 �= E2 should

be easily inferred from the listed equality-expression rules.

9

E
(S1,S2)−−−−−→ α ϕ ∈ S2 ϕ �sat α �≡ nil

E.f
(S1,)−−−→ α.f

S3 = PX[α �≡ nil](S2)

E
(S1,S2)−−−−−→ α ϕ ∈ S2 ϕ �sat α ≡ nil

E.f
(S1,S3)−−−−−→ nil.f

S3 = Err ◦ Sub(nil,α)(S2)

E
(S1,S2)−−−−−→ l

E.f
(S1,S2)−−−−−→ l.f

E
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h,ϕ ∈ S1 l ∈ intr�α�h+ ϕ

α.f
(,S2)−−−→ l.f

S2 = PX[. . .] ◦HXl ◦ Sub(l,α)(S1)
h ∈ S h(l)(f) = v

l.f
(S,S)−−−→ v

Fig. 2. Rules necessary to evaluate a field expression in the lazy variable-unit symbolic execution.

5.3. Equality Expressions

When evaluating E1 = E2, the two subexpressions, E1 and E2, should be evaluated first:

E1
(S1,S2)−−−−−→ v1 E2

(S2,S3)−−−−−→ v2

E1 = E2
(S1,)−−−→ v1 = v2

E1
(S1,S2)−−−−−→ v1 E2

(S2,S3)−−−−−→ v2

E1 �= E2
(S1,)−−−→ v1 �= v2

Although the above rule evaluates the left-hand side first, the order of subexpression evaluation does not

make a difference to the overall configuration reductions despite that each subexpression evaluation may

change the symbolic state. Such commutativity of subexpression evaluation is captured in the following

property:

Property 5.1. If there exists a configuration reductions such that �E1,σ, h,ϕ� →e �a1,σ�
, h

�
,ϕ�� and

�E2,σ�
, h

�
,ϕ�� →e �a2,σ��

, h
��
,ϕ���, then the following should hold true:

∃σ̃, h̃, ϕ̃ : �E2,σ, h,ϕ� → �a2, σ̃, h̃, ϕ̃� ∧ �E1, σ̃, h̃, ϕ̃� → �a1,σ��
, h

��
,ϕ���

The above theorem holds true intuitively because state changes induced by expression evaluation are actually

to discover the parts of the existing state. The property in the below follows naturally from the above

properties:

Property 5.2. When evaluating E1 = E2, the evaluation order of E1 and E2 makes no difference to the

set of configurations finally reducible by evaluating the expression.

Note that due to the non-determinism of symbolic execution, there can be more than one configuration

reduction.

Once both sides of an equality expression are evaluated to either symbols, locations, values, or a com-

bination of them, we can apply the rules in Figure ??. The first two rules deal with the cases where the

two subexpressions are evaluated to symbols, and the following three rules are for cases where the left-hand

side subexpression is evaluated to a symbol and the right-hand side subexpression to either a location or a

value. We do not list the symmetrical cases for an obvious reason. The rules for the comparison between

locations and the comparison between values follow the common sense rule for integer comparison. Recall

that locations and values are in the integer domain Z. The rules for a disequality expression E1 �= E2 should

be easily inferred from the listed equality-expression rules.
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The above theorem holds true intuitively because state changes induced by expression evaluation are actually

to discover the parts of the existing state. The property in the below follows naturally from the above
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Property 5.2. When evaluating E1 = E2, the evaluation order of E1 and E2 makes no difference to the
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side subexpression is evaluated to a symbol and the right-hand side subexpression to either a location or a
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E
(S1,S2)−−−−−→ v

x := E
(S1,S2)−−−−−→ x := v

ρv · · · ∈ S1 ρv(x1) = �x2,σ�

x1 := v
(S1,S2)−−−−−→ skip

S2 = U
σ
(x2,v)(S1)

E1
(S1,S2)−−−−−→ α ϕ ∈ S2 ϕ �sat α �≡ nil E2

(S3,S4)−−−−−→ v

E1.f := E2
(S1,)−−−→ α.f := v

S3 = PX[α �≡ nil](S2)

E1
(S1,S2)−−−−−→ α ϕ ∈ S2 ϕ �sat α ≡ nil

E1.f := E2
(S1,S3)−−−−−→ nil.f := E2

S3 = Err ◦ Sub(nil,α)(S2)

E1
(S1,S2)−−−−−→ l E2

(S2,S3)−−−−−→ v

E1.f := E2
(S1,S3)−−−−−→ l.f := v

E1
(S1,S2)−−−−−→ nil

E1.f := E2
(S1,S3)−−−−−→ nil.f := E2

S3 = Err(S2)

h,ϕ ∈ S1 l ∈ intr�α�h+ ϕ

α.f := v
(,S2)−−−→ l.f := v

S2 = HXl ◦ Sub(l,α)(S1)

l.f := v
(S1,S2)−−−−−→ skip

S2 = U
h
(l,f,v)(S1),

where

U
σ
(x,v)(�. . . , · · ·σ · · · , . . .�) = �. . . , · · ·σ[x �→ v] · · · , . . .�

U
h
(l,f,v)(�. . . , h, . . .�) = �. . . , h[l �→ h(l)[f �→ v]], . . .�,

σ[x1 �→ v](x2)
def
=

�
v if x2 = x1

σ(x2) otherwise
h(l)[f1 �→ v](f2)

def
=

�
v if f2 = f1

h(l)(f1) otherwise

Fig. 3. The rules for assignment commands and update notations

5.4. Assignment Commands

To clarify how symbols contribute to state updates, we list the rules for assignment commands in Figure 3
along with the definitions of the two new update notations used in the rules. The left-hand side of an
assignment command is either a variable or a field access expression. The first two rules deal with the former
case, and the rest of the rules are for the latter case. Although the right-hand side expression is evaluated
first in the rules, the order of evaluation does not make a difference to the overall configuration reductions
due to Property 5.2.

5.5. Conditional Commands

We mentioned earlier that our handling of the control commands such as the conditional commands and the
loop is not different from King’s symbolic execution.
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As depicted earlier in Section 2.2, the lazy variable-unit symbolic execution builds the heap on the fly, and

should be able to interpret a location symbol as a fresh location that did not exist in the heap previously. By

interpreting a symbol with h
+ instead with h, such interpretation becomes possible; notice that h+ contains a

fresh location in its domain. Also note that each field of such a fresh location has as its value a fresh symbol

because nothing is known about the field value yet.

After symbol α is resolved to location l, the lazy variable-unit symbolic execution propagates this newly

acquired knowledge about the identity of a symbol to the current program state. To do that, we subsitute l

for any occurrence of α in the program state. Such subsitution process is encapsulated as named morphism

Sub(l,α) in the rule that stands for Subsitution of l for α. We define Sub(v,α) as follows (a substitution of a

symbol can be any value as well as a location):

Sub(v,α)(�. . . ,σ · · · , h,ϕ, . . .�) = �. . . ,σ · · · [v/α], h[v/α],ϕ[v/α], . . .�, where

σ1σ2 · · · [v/α]
def
= σ1[v/α]σ2[v/α] · · · , and

σ[v/α](x)
def
=

�
v if σ(x) = α
σ(x) otherwise

h[v/α](l)(f)
def
=

�
v if h(l)(f) = α
h(l)(f) otherwise,

and ϕ[v/α] is defined in the standard way; every free occurrence of α is replaced by v.

As to the heap, we need to reflect in the rule the fact that the heap may have been expanded with a fresh

location l. To express such heap expansion possibility, we use the heap expansion morphism HXl (standing

for Heap eXpansion with l) as defined below:

HXl(�. . . , h, . . .�) = �. . . , h[l �→ h
+
(l)], . . .�, where h[l1 �→ λ](l2)

def
=

�
λ if l2 = l1

h(l2) otherwise

Notice that the application of HXl makes no effect on a program state if l is a pre-existing location. Thus,

the heap expands only when l refers to a fresh location.

Lastly, the path condition may have to be extended with constraints if the heap expands with a fresh

location to constrain the fields of such a location. Those constraints are closely related to how interpretaiton

function intr is defined, and thus we postpone explaining them until Section 9.

It is noteworthy before moving on to the other rules to point out that the three named morphisms

explained above, i.e., Sub(l,α), HXl, and PX[. . .] are commutative to each other. The commutativity between

Sub(l,α) and HXl is obvious. The commutativity between PX[. . .] and the other morphisms will also be

apparent once the definition of PX[. . .] is provided in a later section.

Once a symbol is resolved to a location l, we can immediately know the value associated with field f

by looking up the heap h. The corresponding rule is listed in Figure 2 along with the other rules necessary

to symbolically evaluate a field expression. Most of the rules are either already expained or self-explanatory

except for two rules involving abrupt termination caused by nil.f .

Abrupt termination. It is an error to access a field from nil.
Start to work from here.

Example 5.1. Consider evaluating expression x.f when, for σ1, h1,ϕ1 ∈ S1, σ1 = {(x,α)}, dom h1 = ∅,
and ϕ1 ≡ α �≡ nil. Then, the only possible configuration reduction is as below:

x.f
(S1,S1)−−−−−→ α1.f

(S1,S2)−−−−−→ l.f
(S2,S2)−−−−−→ α2,

where the following holds true for σ2, h2.ϕ2 ∈ S2:

σ2 = {(x, l)}, h2 = {(l,λf.α fresh)},α2 = h2(l)(f),ϕ2 ≡ l �= nil

�

Err(�. . . , �1, . . .�) = �. . . , �2, . . .� where �2 = true
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E
(S1,S2)−−−−−→ α ϕ ∈ S2 ϕ �sat α �≡ nil

E.f
(S1,S3)−−−−−→ α.f

S3 = PX[α �≡ nil](S2)

E
(S1,S2)−−−−−→ α ϕ ∈ S2 ϕ �sat α ≡ nil

E.f
(S1,S3)−−−−−→ nil.f

S3 = Err ◦ Sub(nil,α)(S2)

E
(S1,S2)−−−−−→ l

E.f
(S1,S2)−−−−−→ l.f

E
(S1,S2)−−−−−→ nil

E.f
(S1,S3)−−−−−→ nil.f

S3 = Err(S2)

h,ϕ ∈ S1 l ∈ intr�α�h+ ϕ

α.f
(S1,S2)−−−−−→ l.f

S2 = PX[. . .] ◦HXl ◦ Sub(l,α)(S1)
h ∈ S h(l)(f) = v

l.f
(S,S)−−−→ v

Fig. 2. Rules necessary to evaluate a field expression in the lazy variable-unit symbolic execution.

5.3. Equality Expressions

When evaluating E1 = E2, the two subexpressions, E1 and E2, should be evaluated first:

E1
(S1,S2)−−−−−→ v1 E2

(S2,S3)−−−−−→ v2

E1 = E2
(S1,S3)−−−−−→ v1 = v2

E1
(S1,S2)−−−−−→ v1 E2

(S2,S3)−−−−−→ v2

E1 �= E2
(S1,S3)−−−−−→ v1 �= v2

Although the above rule evaluates the left-hand side first, the order of subexpression evaluation does not

make a difference to the overall configuration reductions despite that each subexpression evaluation may

change the symbolic state. Such commutativity of subexpression evaluation is captured in the following

property:

Property 5.1. If there exists a configuration reductions such that �E1,σ, h,ϕ� →e �a1,σ�
, h

�
,ϕ�� and

�E2,σ�
, h

�
,ϕ�� →e �a2,σ��

, h
��
,ϕ���, then the following should hold true:

∃σ̃, h̃, ϕ̃ : �E2,σ, h,ϕ� → �a2, σ̃, h̃, ϕ̃� ∧ �E1, σ̃, h̃, ϕ̃� → �a1,σ��
, h

��
,ϕ���

The above theorem holds true intuitively because state changes induced by expression evaluation are actually

to discover the parts of the existing state. The property in the below follows naturally from the above

properties:

Property 5.2. When evaluating E1 = E2, the evaluation order of E1 and E2 makes no difference to the

set of configurations finally reducible by evaluating the expression.

Note that due to the non-determinism of symbolic execution, there can be more than one configuration

reduction.

Once both sides of an equality expression are evaluated to either symbols, locations, values, or a com-

bination of them, we can apply the rules in Figure ??. The first two rules deal with the cases where the

two subexpressions are evaluated to symbols, and the following three rules are for cases where the left-hand

side subexpression is evaluated to a symbol and the right-hand side subexpression to either a location or a

value. We do not list the symmetrical cases for an obvious reason. The rules for the comparison between

locations and the comparison between values follow the common sense rule for integer comparison. Recall

that locations and values are in the integer domain Z. The rules for a disequality expression E1 �= E2 should

be easily inferred from the listed equality-expression rules.
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5.1. Variable

ρv · · · ∈ S ρv(x) = σ σ(x) = v

x
(S,S)−−−→ v

5.2. Field Access Expressions

The key feature of the lazy variable-unit symbolic execution is prominent in evaluating a field expression

such as E.f . To evaluate E.f , it is first necessary to evaluate E. Let us first consider the most interesting

case in which E is evaluated to a symbol α:

E
(S1,S2)−−−−−→ α ϕ ∈ S2 ϕ �sat α �≡ nil

E.f
(S1,S3)−−−−−→ α.f

S3 = PX[α �≡ nil](S2)

Overall, the above rule reduces E.f to α.f when E is reduced to a symbol α and it is possible for such a

symbol to represent one of non-nil values. The latter condition is expressed with the current path condition

ϕ in the premise part as in ϕ �sat α �≡ nil which literally means that ϕ can satisfy predicate α �≡ nil. With

regard to a program-state change, the target state of a transition in the conclusion part of the rule is a

variation of S2, i.e.,S3 in which its path condition is augmented with the condition that α is not nil to ensure

safe access to its field f . To produce such a variation state, we use a named morphism PX[ψ] (standing for

Path condition eXtension with ψ) defined as follows: For S = �. . . ,ϕ, . . .� and an image set IMG(S) over

state S defined in Section ??,

PX[ψ](S) = (�. . . ,ϕ ∧ ψ, . . .�), where FV (ψ) = (Sym ∪ Loc) ∩ IMG(S).

We declare S3 as unobservable by putting superscript u on it. Unobservability will be used in Section 10 to

show a weak bisimulation between a symbolic execution system and a collective concrete execution system

defined over the same language in a way to model the usual non-symbolic execution. Unobservability can be

ignored until then.

The reduced expression α.f should be reduced further to get to a value. To do that, we resolve symbol α
to a specific location l by the following rule, the most important one that shows the distinct feature of the

lazy variable-unit symbolic execution:

h,ϕ ∈ S1 l ∈ intr�α�h+ ϕ

α.f
(S1,S2)−−−−−→ l.f

S2 = PX[. . .] ◦HXl ◦ Sub(l,α)(S1)

A symbol is resolved by the interpretation function intr that will be explained in Section 9. Roughly speaking,

intr�α�h+ ϕ returns a set of locations for α that exist in heap h
+, which we explain shortly, and satisfy the

current path condition ϕ. Assuming that all such locations are valid (we will consider the validity of a

location, and define intr accordingly in Section 9; for the moment, it would help to know that we define

intr�α�h ϕ as {l | l ∈ dom h ∧ ψ} where ψ is an additional constraint we desribe in a later section), each

location is entitled to be a resolved value for α.
The above rule is nondeterministic because location l is nondeterministically chosen among the locations

returned by intr�α�h+ ϕ. In case more than one nondeterministic choice is possible, it becomes practically

important to decide how to support nondeterministic choices – e.g., whether to implement backtracking or

to exploit parallel computing environment – and also the ordering between those choices if each choice is

tried one by one. Such implementation issues, however, are not dealt with in our abstract semantics as said

earlier.

Now we explain the meaning of h+ defined as below:

dom h
+
= dom h ∪ {l} where l �∈ dom h

h
+
(l)

def
=

�
λf.α fresh if l �∈ dom h

h(l) if l ∈ dom h
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E
(S1,S2)−−−−−→ α ϕ ∈ S2 ϕ �sat α �≡ nil

E.f
(S1,S3)−−−−−→ α.f

S3 = PX[α �≡ nil](S2)

E
(S1,S2)−−−−−→ α ϕ ∈ S2 ϕ �sat α ≡ nil

E.f
(S1,S3)−−−−−→ nil.f

S3 = Err ◦ Sub(nil,α)(S2)
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(S1,S2)−−−−−→ l

E.f
(S1,S2)−−−−−→ l.f

E
(S1,S2)−−−−−→ nil

E.f
(S1,S3)−−−−−→ nil.f

S3 = Err(S2)

h,ϕ ∈ S1 l ∈ intr�α�h+ ϕ
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(S1,S2)−−−−−→ l.f

S2 = PX[. . .] ◦HXl ◦ Sub(l,α)(S1)
h ∈ S h(l)(f) = v
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Fig. 2. Rules necessary to evaluate a field expression in the lazy variable-unit symbolic execution.

5.3. Equality Expressions

When evaluating E1 = E2, the two subexpressions, E1 and E2, should be evaluated first:

E1
(S1,S2)−−−−−→ v1 E2

(S2,S3)−−−−−→ v2

E1 = E2
(S1,S3)−−−−−→ v1 = v2

E1
(S1,S2)−−−−−→ v1 E2

(S2,S3)−−−−−→ v2

E1 �= E2
(S1,S3)−−−−−→ v1 �= v2

Although the above rule evaluates the left-hand side first, the order of subexpression evaluation does not

make a difference to the overall configuration reductions despite that each subexpression evaluation may

change the symbolic state. Such commutativity of subexpression evaluation is captured in the following

property:

Property 5.1. If there exists a configuration reductions such that �E1,σ, h,ϕ� →e �a1,σ�
, h

�
,ϕ�� and

�E2,σ�
, h

�
,ϕ�� →e �a2,σ��

, h
��
,ϕ���, then the following should hold true:

∃σ̃, h̃, ϕ̃ : �E2,σ, h,ϕ� → �a2, σ̃, h̃, ϕ̃� ∧ �E1, σ̃, h̃, ϕ̃� → �a1,σ��
, h

��
,ϕ���

The above theorem holds true intuitively because state changes induced by expression evaluation are actually

to discover the parts of the existing state. The property in the below follows naturally from the above

properties:

Property 5.2. When evaluating E1 = E2, the evaluation order of E1 and E2 makes no difference to the

set of configurations finally reducible by evaluating the expression.

Note that due to the non-determinism of symbolic execution, there can be more than one configuration

reduction.

Once both sides of an equality expression are evaluated to either symbols, locations, values, or a com-

bination of them, we can apply the rules in Figure ??. The first two rules deal with the cases where the

two subexpressions are evaluated to symbols, and the following three rules are for cases where the left-hand

side subexpression is evaluated to a symbol and the right-hand side subexpression to either a location or a

value. We do not list the symmetrical cases for an obvious reason. The rules for the comparison between

locations and the comparison between values follow the common sense rule for integer comparison. Recall

that locations and values are in the integer domain Z. The rules for a disequality expression E1 �= E2 should

be easily inferred from the listed equality-expression rules.
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5.1. Variable

ρv · · · ∈ S ρv(x) = σ σ(x) = v

x
(S,S)−−−→ v

5.2. Field Access Expressions

The key feature of the lazy variable-unit symbolic execution is prominent in evaluating a field expression

such as E.f . To evaluate E.f , it is first necessary to evaluate E. Let us first consider the most interesting

case in which E is evaluated to a symbol α:

E
(S1,S2)−−−−−→ α ϕ ∈ S2 ϕ �sat α �≡ nil

E.f
(S1,S3)−−−−−→ α.f

S3 = PX[α �≡ nil](S2)

Overall, the above rule reduces E.f to α.f when E is reduced to a symbol α and it is possible for such a

symbol to represent one of non-nil values. The latter condition is expressed with the current path condition

ϕ in the premise part as in ϕ �sat α �≡ nil which literally means that ϕ can satisfy predicate α �≡ nil. With

regard to a program-state change, the target state of a transition in the conclusion part of the rule is a

variation of S2, i.e.,S3 in which its path condition is augmented with the condition that α is not nil to ensure

safe access to its field f . To produce such a variation state, we use a named morphism PX[ψ] (standing for

Path condition eXtension with ψ) defined as follows: For S = �. . . ,ϕ, . . .� and an image set IMG(S) over

state S defined in Section ??,

PX[ψ](S) = (�. . . ,ϕ ∧ ψ, . . .�), where FV (ψ) = (Sym ∪ Loc) ∩ IMG(S).

We declare S3 as unobservable by putting superscript u on it. Unobservability will be used in Section 10 to

show a weak bisimulation between a symbolic execution system and a collective concrete execution system

defined over the same language in a way to model the usual non-symbolic execution. Unobservability can be

ignored until then.

The reduced expression α.f should be reduced further to get to a value. To do that, we resolve symbol α
to a specific location l by the following rule, the most important one that shows the distinct feature of the

lazy variable-unit symbolic execution:

h,ϕ ∈ S1 l ∈ intr�α�h+ ϕ

α.f
(S1,S2)−−−−−→ l.f

S2 = PX[. . .] ◦HXl ◦ Sub(l,α)(S1)

A symbol is resolved by the interpretation function intr that will be explained in Section 9. Roughly speaking,

intr�α�h+ ϕ returns a set of locations for α that exist in heap h
+, which we explain shortly, and satisfy the

current path condition ϕ. Assuming that all such locations are valid (we will consider the validity of a

location, and define intr accordingly in Section 9; for the moment, it would help to know that we define

intr�α�h ϕ as {l | l ∈ dom h ∧ ψ} where ψ is an additional constraint we desribe in a later section), each

location is entitled to be a resolved value for α.
The above rule is nondeterministic because location l is nondeterministically chosen among the locations

returned by intr�α�h+ ϕ. In case more than one nondeterministic choice is possible, it becomes practically

important to decide how to support nondeterministic choices – e.g., whether to implement backtracking or

to exploit parallel computing environment – and also the ordering between those choices if each choice is

tried one by one. Such implementation issues, however, are not dealt with in our abstract semantics as said

earlier.

Now we explain the meaning of h+ defined as below:

dom h
+
= dom h ∪ {l} where l �∈ dom h

h
+
(l)

def
=

�
λf.α fresh if l �∈ dom h

h(l) if l ∈ dom h

=
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E
(S1,S2)−−−−−→ α ϕ ∈ S2 ϕ �sat α �≡ nil

E.f
(S1,S3)−−−−−→ α.f

S3 = PX[α �≡ nil](S2)

E
(S1,S2)−−−−−→ α ϕ ∈ S2 ϕ �sat α ≡ nil

E.f
(S1,S3)−−−−−→ nil.f

S3 = Err ◦ Sub(nil,α)(S2)

E
(S1,S2)−−−−−→ l

E.f
(S1,S2)−−−−−→ l.f

E
(S1,S2)−−−−−→ nil

E.f
(S1,S3)−−−−−→ nil.f

S3 = Err(S2)

h,ϕ ∈ S1 l ∈ intr�α�h+ ϕ

α.f
(S1,S2)−−−−−→ l.f

S2 = PX[. . .] ◦HXl ◦ Sub(l,α)(S1)
h ∈ S h(l)(f) = v

l.f
(S,S)−−−→ v

Fig. 2. Rules necessary to evaluate a field expression in the lazy variable-unit symbolic execution.

5.3. Equality Expressions

When evaluating E1 = E2, the two subexpressions, E1 and E2, should be evaluated first:

E1
(S1,S2)−−−−−→ v1 E2

(S2,S3)−−−−−→ v2

E1 = E2
(S1,S3)−−−−−→ v1 = v2

E1
(S1,S2)−−−−−→ v1 E2

(S2,S3)−−−−−→ v2

E1 �= E2
(S1,S3)−−−−−→ v1 �= v2

Although the above rule evaluates the left-hand side first, the order of subexpression evaluation does not

make a difference to the overall configuration reductions despite that each subexpression evaluation may

change the symbolic state. Such commutativity of subexpression evaluation is captured in the following

property:

Property 5.1. If there exists a configuration reductions such that �E1,σ, h,ϕ� →e �a1,σ�
, h

�
,ϕ�� and

�E2,σ�
, h

�
,ϕ�� →e �a2,σ��

, h
��
,ϕ���, then the following should hold true:

∃σ̃, h̃, ϕ̃ : �E2,σ, h,ϕ� → �a2, σ̃, h̃, ϕ̃� ∧ �E1, σ̃, h̃, ϕ̃� → �a1,σ��
, h

��
,ϕ���

The above theorem holds true intuitively because state changes induced by expression evaluation are actually

to discover the parts of the existing state. The property in the below follows naturally from the above

properties:

Property 5.2. When evaluating E1 = E2, the evaluation order of E1 and E2 makes no difference to the

set of configurations finally reducible by evaluating the expression.

Note that due to the non-determinism of symbolic execution, there can be more than one configuration

reduction.

Once both sides of an equality expression are evaluated to either symbols, locations, values, or a com-

bination of them, we can apply the rules in Figure ??. The first two rules deal with the cases where the

two subexpressions are evaluated to symbols, and the following three rules are for cases where the left-hand

side subexpression is evaluated to a symbol and the right-hand side subexpression to either a location or a

value. We do not list the symmetrical cases for an obvious reason. The rules for the comparison between

locations and the comparison between values follow the common sense rule for integer comparison. Recall

that locations and values are in the integer domain Z. The rules for a disequality expression E1 �= E2 should

be easily inferred from the listed equality-expression rules.
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As depicted earlier in Section 2.2, the lazy variable-unit symbolic execution builds the heap on the fly, and

should be able to interpret a location symbol as a fresh location that did not exist in the heap previously. By

interpreting a symbol with h
+ instead with h, such interpretation becomes possible; notice that h+ contains a

fresh location in its domain. Also note that each field of such a fresh location has as its value a fresh symbol

because nothing is known about the field value yet.

After symbol α is resolved to location l, the lazy variable-unit symbolic execution propagates this newly

acquired knowledge about the identity of a symbol to the current program state. To do that, we subsitute l

for any occurrence of α in the program state. Such subsitution process is encapsulated as named morphism

Sub(l,α) in the rule that stands for Subsitution of l for α. We define Sub(v,α) as follows (a substitution of a

symbol can be any value as well as a location):

Sub(v,α)(�. . . ,σ · · · , h,ϕ, . . .�) = �. . . ,σ · · · [v/α], h[v/α],ϕ[v/α], . . .�, where

σ1σ2 · · · [v/α]
def
= σ1[v/α]σ2[v/α] · · · , and

σ[v/α](x)
def
=

�
v if σ(x) = α
σ(x) otherwise

h[v/α](l)(f)
def
=

�
v if h(l)(f) = α
h(l)(f) otherwise,

and ϕ[v/α] is defined in the standard way; every free occurrence of α is replaced by v.

As to the heap, we need to reflect in the rule the fact that the heap may have been expanded with a fresh

location l. To express such heap expansion possibility, we use the heap expansion morphism HXl (standing

for Heap eXpansion with l) as defined below:

HXl(�. . . , h, . . .�) = �. . . , h[l �→ h
+
(l)], . . .�, where h[l1 �→ λ](l2)

def
=

�
λ if l2 = l1

h(l2) otherwise

Notice that the application of HXl makes no effect on a program state if l is a pre-existing location. Thus,

the heap expands only when l refers to a fresh location.

Lastly, the path condition may have to be extended with constraints if the heap expands with a fresh

location to constrain the fields of such a location. Those constraints are closely related to how interpretaiton

function intr is defined, and thus we postpone explaining them until Section 9.

It is noteworthy before moving on to the other rules to point out that the three named morphisms

explained above, i.e., Sub(l,α), HXl, and PX[. . .] are commutative to each other. The commutativity between

Sub(l,α) and HXl is obvious. The commutativity between PX[. . .] and the other morphisms will also be

apparent once the definition of PX[. . .] is provided in a later section.

Once a symbol is resolved to a location l, we can immediately know the value associated with field f

by looking up the heap h. The corresponding rule is listed in Figure 2 along with the other rules necessary

to symbolically evaluate a field expression. Most of the rules are either already expained or self-explanatory

except for two rules involving abrupt termination caused by nil.f .

Abrupt termination. It is an error to access a field from nil.
Start to work from here.

Example 5.1. Consider evaluating expression x.f when, for σ1, h1,ϕ1 ∈ S1, σ1 = {(x,α)}, dom h1 = ∅,
and ϕ1 ≡ α �≡ nil. Then, the only possible configuration reduction is as below:

x.f
(S1,S1)−−−−−→ α1.f

(S1,S2)−−−−−→ l.f
(S2,S2)−−−−−→ α2,

where the following holds true for σ2, h2.ϕ2 ∈ S2:

σ2 = {(x, l)}, h2 = {(l,λf.α fresh)},α2 = h2(l)(f),ϕ2 ≡ l �= nil

�

Err(�. . . , �1, . . .�) = �. . . , �2, . . .� where �2 = true
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E
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Overall, the above rule reduces E.f to α.f when E is reduced to a symbol α and it is possible for such a

symbol to represent one of non-nil values. The latter condition is expressed with the current path condition

ϕ in the premise part as in ϕ �sat α �≡ nil which literally means that ϕ can satisfy predicate α �≡ nil. With

regard to a program-state change, the target state of a transition in the conclusion part of the rule is a

variation of S2, i.e.,S3 in which its path condition is augmented with the condition that α is not nil to ensure

safe access to its field f . To produce such a variation state, we use a named morphism PX[ψ] (standing for

Path condition eXtension with ψ) defined as follows: For S = �. . . ,ϕ, . . .� and an image set IMG(S) over

state S defined in Section ??,

PX[ψ](S) = (�. . . ,ϕ ∧ ψ, . . .�), where FV (ψ) = (Sym ∪ Loc) ∩ IMG(S).

We declare S3 as unobservable by putting superscript u on it. Unobservability will be used in Section 10 to

show a weak bisimulation between a symbolic execution system and a collective concrete execution system

defined over the same language in a way to model the usual non-symbolic execution. Unobservability can be

ignored until then.

The reduced expression α.f should be reduced further to get to a value. To do that, we resolve symbol α
to a specific location l by the following rule, the most important one that shows the distinct feature of the

lazy variable-unit symbolic execution:

h,ϕ ∈ S1 l ∈ intr�α�h+ ϕ

α.f
(S1,S2)−−−−−→ l.f

S2 = PX[. . .] ◦HXl ◦ Sub(l,α)(S1)

A symbol is resolved by the interpretation function intr that will be explained in Section 9. Roughly speaking,

intr�α�h+ ϕ returns a set of locations for α that exist in heap h
+, which we explain shortly, and satisfy the

current path condition ϕ. Assuming that all such locations are valid (we will consider the validity of a

location, and define intr accordingly in Section 9; for the moment, it would help to know that we define

intr�α�h ϕ as {l | l ∈ dom h ∧ ψ} where ψ is an additional constraint we desribe in a later section), each

location is entitled to be a resolved value for α.
The above rule is nondeterministic because location l is nondeterministically chosen among the locations

returned by intr�α�h+ ϕ. In case more than one nondeterministic choice is possible, it becomes practically

important to decide how to support nondeterministic choices – e.g., whether to implement backtracking or

to exploit parallel computing environment – and also the ordering between those choices if each choice is

tried one by one. Such implementation issues, however, are not dealt with in our abstract semantics as said

earlier.

Now we explain the meaning of h+ defined as below:

dom h
+
= dom h ∪ {l} where l �∈ dom h

h
+
(l)

def
=

�
λf.α fresh if l �∈ dom h

h(l) if l ∈ dom h
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E
(S1,S2)−−−−−→ v

x := E
(S1,S2)−−−−−→ x := v

ρv · · · ∈ S1 ρv(x1) = �x2,σ�

x1 := v
(S1,S2)−−−−−→ skip

S2 = U
σ
(x2,v)(S1)

E1
(S1,S2)−−−−−→ α ϕ ∈ S2 ϕ �sat α �≡ nil E2

(S3,S4)−−−−−→ v

E1.f := E2
(S1,S4)−−−−−→ α.f := v

S3 = PX[α �≡ nil](S2)

E1
(S1,S2)−−−−−→ α ϕ ∈ S2 ϕ �sat α ≡ nil

E1.f := E2
(S1,S3)−−−−−→ nil.f := E2

S3 = Err ◦ Sub(nil,α)(S2)

E1
(S1,S2)−−−−−→ l E2

(S2,S3)−−−−−→ v

E1.f := E2
(S1,S3)−−−−−→ l.f := v

E1
(S1,S2)−−−−−→ nil

E1.f := E2
(S1,S3)−−−−−→ nil.f := E2

S3 = Err(S2)

h,ϕ ∈ S1 l ∈ intr�α�h+ ϕ

α.f := v
(S1,S2)−−−−−→ l.f := v

S2 = HXl ◦ Sub(l,α)(S1)

l.f := v
(S1,S2)−−−−−→ skip

S2 = U
h
(l,f,v)(S1),

where

U
σ
(x,v)(�. . . , · · ·σ · · · , . . .�) = �. . . , · · ·σ[x �→ v] · · · , . . .�

U
h
(l,f,v)(�. . . , h, . . .�) = �. . . , h[l �→ h(l)[f �→ v]], . . .�,

σ[x1 �→ v](x2)
def
=

�
v if x2 = x1

σ(x2) otherwise
h(l)[f1 �→ v](f2)

def
=

�
v if f2 = f1

h(l)(f1) otherwise

Fig. 3. The rules for assignment commands and update notations

that locations and values are in the integer domain Z. The rules for a disequality expression E1 �= E2 should
be easily inferred from the listed equality-expression rules.

5.5. Assignment Commands

To clarify how symbols contribute to state updates, we list the rules for assignment commands in Figure 3
along with the definitions of the two new update notations used in the rules. The left-hand side of an
assignment command is either a variable or a field access expression. The first two rules deal with the former
case, and the rest of the rules are for the latter case. Although the right-hand side expression is evaluated
first in the rules, the order of evaluation does not make a difference to the overall configuration reductions
due to Property 5.2.

5.6. Conditional Commands

We mentioned earlier that our handling of the control commands such as the conditional commands and the
loop is not different from King’s symbolic execution.
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5.1. Program Value and State

Programs of our language manipulate during symbolic execution the following values including integers,
booleans, locations l of the memory, a constant nil, symbols α that represent certain non-symbolic values
that satisfy the constraints in a given path condition, and boolean terms tbool:

α ∈ Sym l ∈ Loc v ∈ Val = Z ∪ Loc ∪ {nil} ∪ Sym ∪Termbool,

where tbool looks as follows: tbool ::= true | false | v = v | v �= v.
Programs of our language updates during symbolic execution a state whose components are defined as

follows:

S ∈ State
def
= Stack(Store)×Heap×PC×Env

p × Stack(Env
v)×Error

To handle procedures, we use a stack of stores (i.e., Store) and a stack of variable environments (i.e., Env
v).

A set of states State is the least set that satisfies the above and the following. In the below, σ · · · denotes
a stack of stores whose top is σ, and ρv · · · is interpreted likewise. To refer to an arbitrary element in a
stack, we put a subscript as in σi ∈ σ · · · . We use notations such as σ · · · ∈ S and h ∈ S to refer to a single
component in state S. To refer to the domain and the image of a function f , we use notations dom f and
img f .

σ ∈ Store
def
= Var�

fin→ Val h ∈ Heap
def
= Loc�

fin→ (Field
fin
� Val)

ϕ ∈ PC ⊆ Val
n
� × {true, false} for n ≥ 0, where Val� = Z ∪ {true, false} ∪ {nil} ∪ IMG(S), and

IMG(S) =
�

σi∈σ···
(img σi) ∪

�

l∈dom h

(img h(l)) for σ · · · , h ∈ S

ρp ∈ Env
p def
= Proc�

fin→ Var
n ×Var×Cmd for n ≥ 0 ρv ∈ Env

v def
= Var�

fin→ Var× Store

� ∈ Error
def
= {true, false}

The first three, i.e., a stack of stores, a heap, and a path condition, are the essential parts. A store and a
heap are respectively defined, as usual, as a mapping from a set of variables in use in the current stack frame
to their corresponding values, and a mapping from a set of locations in use currently in the heap to their
corresponding record structures. A record structure is defined as a partial function to exclude fields that
are not part of the record type under consideration. As will become clear later, we build the heap during
symbolic execution in a way that satisfies the following h-closure property:

Property 5.1 (h closure). ∀l1 ∈ dom h, f ∈ Field : ∃l2 : h(l1)(f) = l2 ⇒ l2 ∈ dom h

Lastly, a path condition is a logical formula composed of values in a subset of Val, i.e., Val�, and logical
connectives. Val� contains only symbols and locations that appear either in the stores or in the heap of the
current state. If we view symbols and locations appearing in a path condition formula ϕ as free variables,3

then the free variables of ϕ is defined as FV (ϕ) = (Sym∪Loc)∩ IMG(S). Since IMG(S) collects images of
the stores and the heap of S, we call it an image set. Each symbol appearing in a path condition is implicitly
existentially quantified. It is noteworthy that each ϕ imposes constrains on values without involving a store
and a heap themselves inside a path condition.

The rest of components are environmental ones. Procedure environment ρp maps procedure names used
in a given program to a triple of its n formal parameters, an extra formal parameter to hold a possible return
value of a procedure, and its procedure body. Variable environment ρv is used to implement simple call-by-
name; ρv takes a variable, and informs about its corresponding actual variable and the store in which that
variable is located. The last component � distinguishes normal computation from abnormal computation.

Notation. A state S is a product of multiple components, and thus it can be expressed as a tuple as in
S = �σ · · · , h,ϕ, ρp, ρv · · · , ��. We often need to focus on small parts of a state, and will hide the rest of them
in ellipses. For example, PX[ψ](�. . . ,ϕ, . . .�) = (�. . . ,ϕ ∧ ψ, . . .�) shows how path condition ϕ changes by
a named morphism PX[ψ] while retaining the rest of state components. An ellipsis represents nonnegative
number of state components, and when we need to focus on a stack of stores, we use notation �. . . ,σ · · · , . . .�.

3 Symbols are substituted by locations, and locations can be considered to be substituted by integers representing physical
memory addresses.
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Our work was inspired by the lazy initialization algorithm of Khurshid et al [13]. The differences between
the symbolic execution following their algorithm and our symbolic execution are depicted in Figure 5. One of

key differences is in the use of path conditions. Path conditions are not utilized in their symbolic execution

to control the shape of data structures. Observe in Figure 5(b) that path conditions do not change in

configurations.

More prominent difference is the different timing when a symbol is resolved to a location. Field values

should always be non-symbols in their symbolic execution whereas our symbolic execution accepts symbols as

field values. Observe in Figure 5(b) that x always holds a non-symbol. For this reason, symbols are resolved

earlier in their symbolic execution than in our symbolic execution. Such timing difference becomes most

severe when two symbols are compared to each other. All the possible cases of symbol resolution are tried

in their symbolic execution whereas symbols are not resolved at all in our symbolic execution.

Such difference of the symbol resolution timing affects the number of cases to cover when symbolic

execution performs case analysis. In Figure 5(b), the number of execution branches considered at the first

loop iteration is three, and at the second iteration five, and the n-th iteration n(n+1)/2+ 2. Meanwhile, in

Figure 5(a), the number increases as follows: 2, 3, . . . , n(n − 1)/2 + 2. That is, every n-th iteration n more

branches are considered in their symbolic execution. Therefore, by the time when the loop iterates n times,

n(n+1)/2 more branches should be investigated in their symbolic execution. In general, no more branching

is necessary in our symbolic execution than is required in their symbolic execution.

7. Variable-unit Symbolic Execution with Implicit Enumeration

7.1. Program Value and State

Val = Z ∪ {nil} ∪ Sym ∪Termbool

Store
def
= Var�

fin→ Val Heap
def
= Sym

fin
� (Field

fin
� Sym)

No Loc; locations are always represented by symbols during symbolic execution.

intr�α�ϕ = {l | ϕ �sat α = l}

7.2. Variable

ρv · · · ∈ S ρv(x) = σ σ(x) = v

x
({S1,...,Sn},{S1,...,Sn})−−−−−−−−−−−−−−−→ v

7

5.1. Program Value and State

Programs of our language manipulate during symbolic execution the following values including integers,
booleans, locations l of the memory, a constant nil, symbols α that represent certain non-symbolic values
that satisfy the constraints in a given path condition, and boolean terms tbool:

α ∈ Sym l ∈ Loc v ∈ Val
def
= Z ∪ Loc ∪ {nil} ∪ Sym ∪Termbool,

where tbool looks as follows: tbool ::= true | false | v = v | v �= v.
Programs of our language updates during symbolic execution a state whose components are defined as

follows:

S ∈ State
def
= Stack(Store)×Heap×PC×Env

p × Stack(Env
v)×Error

To handle procedures, we use a stack of stores (i.e., Store) and a stack of variable environments (i.e., Env
v).

A set of states State is the least set that satisfies the above and the following. In the below, σ · · · denotes
a stack of stores whose top is σ, and ρv · · · is interpreted likewise. To refer to an arbitrary element in a
stack, we put a subscript as in σi ∈ σ · · · . We use notations such as σ · · · ∈ S and h ∈ S to refer to a single
component in state S. To refer to the domain and the image of a function f , we use notations dom f and
img f .

σ ∈ Store
def
= Var�

fin→ Val h ∈ Heap
def
= Loc�

fin→ (Field
fin
� Val)

ϕ ∈ PC ⊆ Val
n
� × {true, false} for n ≥ 0, where Val� = Z ∪ {true, false} ∪ {nil} ∪ IMG(S), and

IMG(S) =
�

σi∈σ···
(img σi) ∪

�

l∈dom h

(img h(l)) for σ · · · , h ∈ S

ρp ∈ Env
p def
= Proc�

fin→ Var
n ×Var×Cmd for n ≥ 0 ρv ∈ Env

v def
= Var�

fin→ Var× Store

� ∈ Error
def
= {true, false}

The first three, i.e., a stack of stores, a heap, and a path condition, are the essential parts. A store and a
heap are respectively defined, as usual, as a mapping from a set of variables in use in the current stack frame
to their corresponding values, and a mapping from a set of locations in use currently in the heap to their
corresponding record structures. A record structure is defined as a partial function to exclude fields that
are not part of the record type under consideration. As will become clear later, we build the heap during
symbolic execution in a way that satisfies the following h-closure property:

Property 5.1 (h closure). ∀l1 ∈ dom h, f ∈ Field : ∃l2 : h(l1)(f) = l2 ⇒ l2 ∈ dom h

Lastly, a path condition is a logical formula composed of values in a subset of Val, i.e., Val�, and logical
connectives. Val� contains only symbols and locations that appear either in the stores or in the heap of the
current state. If we view symbols and locations appearing in a path condition formula ϕ as free variables,3

then the free variables of ϕ is defined as FV (ϕ) = (Sym∪Loc)∩ IMG(S). Since IMG(S) collects images of
the stores and the heap of S, we call it an image set. Each symbol appearing in a path condition is implicitly
existentially quantified. It is noteworthy that each ϕ imposes constrains on values without involving a store
and a heap themselves inside a path condition.

The rest of components are environmental ones. Procedure environment ρp maps procedure names used
in a given program to a triple of its n formal parameters, an extra formal parameter to hold a possible return
value of a procedure, and its procedure body. Variable environment ρv is used to implement simple call-by-
name; ρv takes a variable, and informs about its corresponding actual variable and the store in which that
variable is located. The last component � distinguishes normal computation from abnormal computation.

Notation. A state S is a product of multiple components, and thus it can be expressed as a tuple as in
S = �σ · · · , h,ϕ, ρp, ρv · · · , ��. We often need to focus on small parts of a state, and will hide the rest of them
in ellipses. For example, PX[ψ](�. . . ,ϕ, . . .�) = (�. . . ,ϕ ∧ ψ, . . .�) shows how path condition ϕ changes by

3 Symbols are substituted by locations, and locations can be considered to be substituted by integers representing physical
memory addresses.

14

Our work was inspired by the lazy initialization algorithm of Khurshid et al [13]. The differences between
the symbolic execution following their algorithm and our symbolic execution are depicted in Figure 5. One of

key differences is in the use of path conditions. Path conditions are not utilized in their symbolic execution

to control the shape of data structures. Observe in Figure 5(b) that path conditions do not change in

configurations.

More prominent difference is the different timing when a symbol is resolved to a location. Field values

should always be non-symbols in their symbolic execution whereas our symbolic execution accepts symbols as

field values. Observe in Figure 5(b) that x always holds a non-symbol. For this reason, symbols are resolved

earlier in their symbolic execution than in our symbolic execution. Such timing difference becomes most

severe when two symbols are compared to each other. All the possible cases of symbol resolution are tried

in their symbolic execution whereas symbols are not resolved at all in our symbolic execution.

Such difference of the symbol resolution timing affects the number of cases to cover when symbolic

execution performs case analysis. In Figure 5(b), the number of execution branches considered at the first

loop iteration is three, and at the second iteration five, and the n-th iteration n(n+1)/2+ 2. Meanwhile, in

Figure 5(a), the number increases as follows: 2, 3, . . . , n(n − 1)/2 + 2. That is, every n-th iteration n more

branches are considered in their symbolic execution. Therefore, by the time when the loop iterates n times,

n(n+1)/2 more branches should be investigated in their symbolic execution. In general, no more branching

is necessary in our symbolic execution than is required in their symbolic execution.

7. Variable-unit Symbolic Execution with Implicit Enumeration

7.1. Program Value and State

Val = Z ∪ {nil} ∪ Sym ∪Termbool

Store
def
= Var�

fin→ Val Heap
def
= Sym

fin
� (Field

fin
� Sym)

No Loc; locations are always represented by symbols during symbolic execution.

intr�α�ϕ = {l | ϕ �sat α = l}

7.2. Variable

ρv · · · ∈ S ρv(x) = σ σ(x) = v

x
({S1,...,Sn},{S1,...,Sn})−−−−−−−−−−−−−−−→ v

l은 기호를 통해 접근

14

Our work was inspired by the lazy initialization algorithm of Khurshid et al [13]. The differences between
the symbolic execution following their algorithm and our symbolic execution are depicted in Figure 5. One of

key differences is in the use of path conditions. Path conditions are not utilized in their symbolic execution

to control the shape of data structures. Observe in Figure 5(b) that path conditions do not change in

configurations.

More prominent difference is the different timing when a symbol is resolved to a location. Field values

should always be non-symbols in their symbolic execution whereas our symbolic execution accepts symbols as

field values. Observe in Figure 5(b) that x always holds a non-symbol. For this reason, symbols are resolved

earlier in their symbolic execution than in our symbolic execution. Such timing difference becomes most

severe when two symbols are compared to each other. All the possible cases of symbol resolution are tried

in their symbolic execution whereas symbols are not resolved at all in our symbolic execution.

Such difference of the symbol resolution timing affects the number of cases to cover when symbolic

execution performs case analysis. In Figure 5(b), the number of execution branches considered at the first

loop iteration is three, and at the second iteration five, and the n-th iteration n(n+1)/2+ 2. Meanwhile, in

Figure 5(a), the number increases as follows: 2, 3, . . . , n(n − 1)/2 + 2. That is, every n-th iteration n more

branches are considered in their symbolic execution. Therefore, by the time when the loop iterates n times,

n(n+1)/2 more branches should be investigated in their symbolic execution. In general, no more branching

is necessary in our symbolic execution than is required in their symbolic execution.

7. Variable-unit Symbolic Execution with Implicit Enumeration

7.1. Program Value and State

Val = Z ∪ {nil} ∪ Sym ∪Termbool

Store
def
= Var�

fin→ Val Heap
def
= Sym

fin
� (Field

fin
� Sym)

No Loc; locations are always represented by symbols during symbolic execution.

intr�α�ϕ = {l | ϕ �sat α = l}

7.2. Variable

ρv · · · ∈ S ρv(x) = σ σ(x) = v

x
({S1,...,Sn},{S1,...,Sn})−−−−−−−−−−−−−−−→ v



필드 접근 표현 

15

7.3. Field Access Expressions

E
({S1

1 ,...,S
1
n1

},{S2
1 ,...,S

2
n2

})
−−−−−−−−−−−−−−−−−→ α

{S | S ∈ {S2
1 , . . . , S

2
n2
} ∧ ϕ ∈ S ∧ ϕ �sat α �≡ nil} = {S3

1 , . . . , S
3
n3
} n3 ≥ 1

E.f
({S1

1 ,...,S
1
n1

},{S4
1 ,...,S

4
n3

})
−−−−−−−−−−−−−−−−−→ α.f

S4
i = PX[α �≡ nil](S3

i )

E
({S1

1 ,...,S
1
n1

},{S2
1 ,...,S

2
n2

})
−−−−−−−−−−−−−−−−−→ α

{S | S ∈ {S2
1 , . . . , S

2
n2
} ∧ ϕ ∈ S ∧ ϕ �sat α ≡ nil} = {S3

1 , . . . , S
3
n3
} n3 ≥ 1

E.f
({S1

1 ,...,S
1
n1

},{S4
1 ,...,S

4
n3

})
−−−−−−−−−−−−−−−−−→ nil.f

S4
i = Err ◦ PX[α ≡ nil](S3

i )

∀i : h ∈ Si ϕi ∈ Si

intr�α1�ϕi = {l1i , . . . , l
mi
i } h(lji )(f) = vji

α1.f
({S1,...,Sn1},{S
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